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Focus

Well... Statistical inference may sound “too theoretical,” but it is often needed to extract 
information from data:
✴Sometimes suggests a new kind of measurement that tests a model more stringently, or 

distinguishes two different models more completely, than previous measurements.
✴Sometimes our model is not obviously connected with what we can actually measure 

experimentally, and we need to make a connection.
✴Sometimes the model that interests us involves the behavior of actors that we can only 

see indirectly in our data; theory may be needed to separate them out from each other, 
and from noise.

There’s more, of course, but that’s enough to get started.

“If your experiment requires statistics, then you ought to have done a
 better experiment.” -- Ernest Rutherford
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Part I: 

men

mortal

*
In classical logic it’s fairly easy to spot errors of inference.

Suppose I stood here and said “all men are mortal; Socrates is mortal; therefore Socrates is 
a man.”

But what if I said “92.7% of all men are mortal...” Suddenly we find such questions tricky.
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G. Gigerenzer, Calculated risks

An everyday question in clinical practice

Here are the replies of 24 practicing 
physicians, who had an average of 14 
years of professional experience:

Frequency
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Work it out
We are asked for P(sick|+) = B/(B+D).

A=Sick, –

B=Sick, +

C=Healthy, –

D=Healthy, +

A=Sick, –

B=Sick, +

C=Healthy, –

D=Healthy, +

But what we were given was P(+|sick) = B/(A+B).

A=Sick, –

B=Sick, +

C=Healthy, –

D=Healthy, +

These are not the same thing: they have different 
denominators. To get one from the other we need some 
more information:

B
B+D = B

A+B × A+B
B+D

P (sick|+) = P (+|sick)× P (sick)

P (+)

Posterior 
estimate
(desired)

Prior
estimate
(given, .3%)

Likelihood
(given, 50%)

Still need this

A=Sick, –

B=Sick, +

C=Healthy, –

D=Healthy, +
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Finish working it out

A=Sick, –

B=Sick, +

C=Healthy, –

D=Healthy, +

P (sick|+) = P (+|sick)× P (sick)

P (+)

Is that last factor really important?
P(sick) was given, but we also need:
P (+) = B +D

=
B

A+B
(A+B) +

D

C +D
(C +D)

= P (+|sick)P (sick) + P (+|healthy)P (healthy)

= (0.5)(0.003) + (0.03)(0.997) ≈ 0.03

P (sick)

P (+)
≈ 0.003

0.03
≈ 0.1

Yes, it’s important: a positive test result 
means only a 5% chance you’re sick. Not 
97%.

Bayes Formula:
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Many thanks to Haw Yang. See also Lucas P. Watkins 
and Haw Yang J. Phys. Chem. B 2005

Part II: Changepoint analysis in single-
molecule TIRF

JF Beausang (now at Stanford), Yale Goldman, PN

✴Sometimes our model is not obviously connected with what we can actually measure experimentally, 
and we need to makes a connection.

✴Sometimes the model that interests us involves the behavior of actors that we can only see indirectly in our 
data; theory may be needed to separate them out from each other, and from noise.
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Myosin V Processivity

The approach I’ll discuss involves attaching a 
bifunctional fluorescent label to one lever arm. The 
label has a dipole moment whose orientation in 
space reflects that of the arm.

Defects in myosin V are associated with human immunological and neurological disorders.

We’d like to know things like: How does it walk? What are the steps in the kinetic 
pathway? What is the geometry of each state?
One classic approach is to monitor the position in space of a marker (e.g. a bead) attached 
to the motor. But this does not address the geometry of each state.
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Myosin V Processivity

θ1
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Myosin V Processivity

θ2
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Myosin V Processivity

θ3
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θ3

Myosin V Processivity

θ4

To read out the orientation, we send in polarized light and see how many 
fluorescence photons, in each polarization, emerge.
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Fluorescence illumination by the evanescent wave eliminates a lot of noise, and 
importantly, maintains the polarization of the incident light.
To tickle the fluorophore with every possible polarization, we need the incoming light 
to have at least two different beam directions.

Polarized total internal reflection 
fluorescence microscopy

Quartz
Slide

Aqueous
Medium

Microscope
Objective

Fluorescent
Emission

Evanescent
Field

Excitation
Laser BeamGlass  Prism
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pol-TIRF setup

14



pol-TIRF setup

Up to 8 incoming 
polarizations; 2 outgoing 
polarizations
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JN Forkey et al. Nature 2003

Previous state of the art

Left: binned photon counts in 8 channels.
Right: Polar and azimuthal angles of the fluorescent label, inferred from data on the left. 
Unfortunately, existing analyses gave pretty noisy determinations, with pretty poor time resolution.
You could easily miss a short-lived state -- e.g. the elusive diffusive-search step (if it exists). Can 
we do better?
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Unfortunately, the total photon counts from a 
fluorescent probe may not be very informative. 
Here we divided a time period of interest into 20 
bins. There is some Poisson noise in the photon 
counts, of course.

Time (a.u.)

ph
ot

on
 co

un
t

Time (a.u.)

If we classify the photons by polarization and bin them 
separately, that reveals a definite changepoint. But when 
exactly did it occur? Probably not at the dashed line shown, 
but how can we be more precise?

ph
ot

on
 co

un
t

If we choose wider bins, we’ll get worse time resolution; if 
we choose narrower bins, we’ll get worse shot-noise errors.
Can we evade the cruel logic of photon statistics?

sequence number

Ti
m

e 
(a

.u
.)

Key point: binning the data destroyed some information. 
Something magical happens if instead of binning, we just 
plot photon arrival time versus photon sequence number. 
Despite some ripples from Poisson statistics, it’s obvious 
that each trace has a sharp changepoint, and moreover that 
the two changepoints found independently in this way are 
simultaneous. 
(A similar approach in the context of FRET was pioneered 
by Haw Yang.) JF Beausang, YE Goldman, and PCN, Meth. Enzymol. 487:431 (2011).
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Now that I have your attention
•Why did that trick work? How did we get such great time resolution from such cruddy data?

•How well does it work? If we have even fewer photons, for example because a state is short-
lived, how can we quantify our confidence that any changepoint occurred at all?

• Could we generalize and automate this trick? Ultimately we’ll want to handle data with multiple 
polarizations, and find lots of changepoints.

The appropriate tool is maximum-likelihood analysis or its big brother, Bayesian inference:
Focus on just one “flavor” of photons (e.g. one polarization). 
Suppose that in total time T we catch N photons at times t1,... tN.
We wish to explore the hypothesis that photons are arriving in a Poisson process with rate R from time 0 to time 
t* , and thereafter arrive in another Poisson process with rate R’.
We want to find our best estimates of the three parameters t*, R, and R’, find confidence intervals for them, and 
compare the null hypothesis that there was no changepoint.

To do this, we ask for the “Likelihood,” the probability that the data we actually observed would have been 
observed in a world described by our model with particular values of the unknown fit parameters:

log P (t1, . . . , tN |R,R�, t∗) =
t∗/∆t�

k=1

log

�
R ∆t if a photon in this slice
(1−R ∆t) otherwise

+
T/∆t�

k�=t∗/∆t+1

log

�
R� ∆t if a photon in this slice
(1−R� ∆t) otherwise

18



Now: Divide the N photons into n that arrived before the putative changepoint, and n’=N-n that 
arrived after.
Take the limit                   : ∆t→ 0

OK, duh, that was no surprise! But it does explain why we can just lay a ruler along the cumulative 
plot to get our best estimate of the before and after rates. 
More interestingly, we can substitute these optimal rates into the formula for P to find the 
likelihood as a function of putative changepoint:

P ≈ N log(∆t) + n logR+ n� logR� −
� t∗
∆t

− n
��

R∆t
�
−

�T − t∗
∆T

− 1− (N − n)
��

R�∆t
�

≈ const + n logR+ n� logR� −Rt∗ −R�(T − t∗)

log P (t1, . . . , tN |R,R�, t∗) =
t∗/∆t�

k=1

log

�
R ∆t if a photon in this slice
(1−R ∆t) otherwise

From previous slide: In total time T we catch N photons at times t1,... tN.
Hypothesis is that photons are arriving in a Poisson process with rate R from time 0 to time t* , and 
thereafter arrive in another Poisson process with rate R’.

+
T/∆t�

k�=t∗/∆t+1

log

�
R� ∆t if a photon in this slice
(1−R� ∆t) otherwise

Maximize this first over R and R’:

R = n/t∗ , R� = n�/(T − t∗)
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Here’s some very fake data; the photons arrive 
uniformly, not at random.

Here are two lines corresponding to 
non-optimal choices of the 
changepoint. We’d like to see the 
likelihood function and how it 
selects the “right” changepoint, 
which for fake data is known.

Illustration

Our log-likelihood function has 
a huge peak as a function of 
putative changepoint time.
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Left: Some data, shown in traditional binned form and in 
the improved version.

Below: Likelihood function for placement of the 
changepoint. Dashed line, maximum-likelihood point. 
Black triangle: Actual changepoint used to generate the 
simulated data. The analysis found a robust changepoint, 
even though there were a total of just 200 photons in the 
entire dataset.

JF Beausang, YE Goldman, and PCN, Meth. Enzymol. 487:431 (2011).
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JF Beausang, YE Goldman, and PCN, Meth. Enzymol. 487:431 (2011); and Biophys J in press.

Payoff
Oh, yes--it also works on real experimental data, multiple-
channel data, data with many different changepoints...

Now we can get back to the original motivation. Previously, 
people would take data from multiple polarizations, bin it, 
and pipe the inferred intensities into a maximum-likelihood 
estimator of the orientation of the fluorophore. 
That procedure leads to the rather noisy dots shown here. 
One problem is that if a transition happens in the middle of a 
time bin, then the inferred orientation in that time bin can be 
crazy.!"#"!" !"#"$" %"#"!" %"#"$" &"#"!" &"#"$"

!"

&"!"

'"!"

("!"

)"!"

!"#"!" !"#"$" %"#"!" %"#"$" &"#"!" &"#"$"
!"

&"!"

'"!"

("!"

)"!"

Here the solid lines are the inferred orientations of the probe 
molecule during successive states defined by changepoint 
analysis. We see a nice alternating stride in φ.

We got a 50-fold improvement in time resolution for 
finding changepoints, compared to the binning 
method, without changing the apparatus.
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Summary Part II
✴When you only get a million 

photons, you’d better make every 
photon count.

✴A simple maximum-likelihood 
analysis accomplishes this.

✴In the context of TIRF it can 
dramatically improve the tradeoff 
between time resolution and 
accuracy.

✴That can help you find substeps, 
like the diffusive-search step in 
myosin-V’s kinetic scheme.
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Part III: Parallel recordings from dozens of 
individual neurons

✴Sometimes our model is not obviously connected with what we can actually measure experimentally, 
and we need to make a connection.

✴Sometimes the model that interests us involves the behavior of actors that we can only 
see indirectly in our data; theory may be needed to separate them out from each other, 
and from noise.
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Jason Prentice, Penn 
Physics (now at 
Princeton)

Kristy Simmons, Penn Neuroscience

Jan Homann, Penn Physics

(plus Gasper Tkacik.)
(Many thanks to Michael Berry and Olivier Marre, Princeton; 
Bart Borghuis, Janelia Farms; Michael Freed and others at 
Penn Retina Lab; Joerg Sander, U Alberta; Ronen Segev, 
BGU.)

Sources of energy
Experiments done in the lab of Vijay Balasubramanian (Penn).
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Really big picture
A piece of tissue computes something important for survival. It’s amazing.
When we get over being amazed, we ask:

What does that tissue compute, and how? 

Optics Retina Brain Behavior
Visual 
scene in

Retinal 
ganglion cell 
spike trains

Retinal 
illumination 
pattern

A time-honored approach is to subject that tissue to a known input, find its output, and 
determine which input motifs elicited each of the repertoire  of outputs.

★In neural systems, the outputs are spikes.
★Retina is popular, in part because we have total control over the inputs. 
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Really big picture
Retina is also an 
approachable, yet still 
complex, part of the brain. 
It’s a 2D carpet consisting 
of “only” three layers of 
neurons.

Optics Retina Brain Behavior
Visual 
scene in

Retinal 
ganglion cell 
spike trains

Retinal 
illumination 
pattern
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Future medicine

(Work of Sheila Nirenberg, Weill Cornell)
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1. Experiment
2. Clustering
3. Fitting
4. Performance

Get data Cluster Fit Interpret
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Model organism
Cavia porcellus.
OK, mammals are harder than amphibians. But not that much harder.
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HardwareCf Meister, Pine, and Baylor 1994.
Incredibly, one can keep a 
mammalian retina alive in a dish 
for over 6 hours while presenting it 
stimuli and recording its activity.
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 What’s in the dish

Michael Berry, Princeton

Segev Goodhouse Puchalla & Berry, Nature Neuroscience (2004).
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67 ms of data, 
viewed as a movie.
[data taken at 10kHz have been 
smoothed. Biggest spikes 
about 400µV.]

Some spikes move across the array:

Simple events

The spike-sorting problem is: Given 
raw data like these, convert to a list of 
discrete events (which cells fired at 
what times).

Classic: Gerstein+Clark 1964; Abeles+Goldstein 1977; Schmidt 1984.

Mostly we are hearing retinal ganglion cells, as 
desired, because they’re the ones that spike.
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Not-so-simple events
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JS Prentice,  J Homann, KD Simmons, G Tkacik, V Balasubramanian, PCN,  PLoS ONE 6(7): e19884 (2011).
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60 ms
Big Data means Big Headaches. 
Here’s a tiny fragment of what 
comes out of a multielectrode array 
every few milliseconds.

Unfortunately many events are 
complex, with multiple overlapping 
spikes in many locations. And of 
course these may be the most 
interesting ones!

Our algorithm assessed “which 
neuron fired when” by using a 
Bayesian inference approach.

Many authors say bursts are a big 
problem, but here is a nice fit that we 
obtained with no special effort.

We even handle overlapping spikes, 
which some algorithms do not 
attempt.

34



50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

aligned cluster=4

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

50 100 150

−100

−50

0

50

Typical cluster
Superposing 50 traces 
chosen from 284 in this 
cluster shows that they 
really do all resemble 
each other.

Occasional events in 
which this event 
collides with another 
don’t affect the 
“archetype 
waveform” (template) 
(next slide).

Although the shape of 
each instance of the 
template is quite 
constant, still its 
amplitude has 
significant variation.

JS Prentice,  J Homann, KD Simmons, G Tkacik, V Balasubramanian, PCN,  PLoS ONE 6(7): e19884 (2011).

3 ms
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We scaled each 
instance of each 
template to get best 
agreement with the 
others, then took 
the median at each 
time point to find 
our best estimate of 
the consensus 
waveform (blue). 
As a check, the 
pointwise mean 
waveform looks the 
same (red).

Resulting template 
waveform

3 ms
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1. Experiment
2. Clustering
3. Fitting
4. Performance

Get data Cluster Fit Interpret
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Suppose we measure some experimental data, and wish to make an inference about some 
situation that we cannot directly observe. That is, we imagine a variety of worlds with different 
values of X, and ask which is most probable given the observed data.

Inference, once again

P (X|observed data) = P (data|X)
P (X)

P (data)
We can ignore the denominator, if all we want is to compare two hypotheses (e.g. maximize 
over X).

If we know the probability that those data would have arisen in a world with a particular value of 
X, then the Bayes formula gives us what we actually want:

For our application, we’d like    P(spikes | data), where “data” is an observed waveform and 
“spikes” refers to a collection of spike templates                occurring at times
with amplitudes              relative to the amplitude of the corresponding template (neuron). Bayes’s 
formula gives what we want as

µ1, . . . t1, . . .
A1, . . .

K £ (likelihood) £ (prior) = KP (data | spikes)P (spikes) 
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Here “spikes” refers to a collection of spike templates                occurring at times
           with amplitudes                relative to the amplitude of the corresponding template.

Bayesian idea
Previous slide expressed  P(spikes | data) as:

K £ (likelihood) £ (prior) = K P(data | spikes) P(spikes) 

To get the prior, P(spikes), assume that for a single spike it has the form

The three factors are respectively the popularity of this neuron, uniform in time, and a 
Gaussian reflecting its typical amplitude and amplitude variability. We get these priors 
from the data subset used in clustering.

P cell(µ)P time(t)P ampl(A|µ)

µ1, . . .
t1, . . . A1, . . .

To get the likelihood function P(data | spikes), suppose that the data consist of one
template, plus noise. We measured the noise and found it to be Gaussian in character, and 
independent of which spikes fired.

Then the likelihood is that distribution, evaluated at the difference between the actual 
waveform and the idealized one. [Pouzat et. al. 2002]

“Physics”
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Noise covariance
Vanilla least-squares fitting is not appropriate for time series, because it assumes that 
every sample is independent of all others--whereas actually, successive samples are 
correlated.
Here is the covariance of one channel with nearby channels (after doing an initial 
spatial filter, which we also obtained from data). 

We see that the selected 
channel is correlated only 
with itself, and it has a simple 
covariance matrix that is easy 
to invert. The inverse 
covariance thus obtained 
defines our correlated 
Gaussian model of the noise.

[Again: The covariance is not 
a delta function, contrary to 
what is assumed in naive 
least-squares fitting.]
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Bayesian idea, II
We start with an experimental trace (“data”).
We find its peak (absolute minimum), and start looking for a spike there.

We ask for the likelihood ratio between the hypotheses of no spike versus one 
spike of given type, at given time, with given amplitude.

★To compute the likelihood of no spike, evaluate the noise distribution on the 
trace.

★To compute the probability of one spike, choose a spike template and a value 
of t, the spike time. Holding the “data” fixed, the probability is now a 

Gaussian function in the remaining parameter A, so it’s fast and easy to 
marginalize over A.
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[Nuts and Bolts]

Next, we sweep over a range of t to find the best value of likelihood ratio for this 
spike type. [We only check t values close to the peak of the event.]

Then we choose the winner among spike types.

If the winner’s likelihood ratio is good enough (bigger than about 1), we say there’s a 
spike here. That’s an absolute criterion. We know we’re done when this test fails.

Nelson notes III: Fitting 11

space, because C!1 is also slightly nonlocal in space. Again the key is “slightly.” O! diagonal

elements are small.

VI.C.2. Optimizing over amplitude

Suppose that we can also approximate the prior P ampl(A;µ) as a Gaussian.19 The advantage

of this assumption, combined with assumption (1), is that we can now optimize over amplitude

analytically (i.e. fast).

Thus

log P ampl(A;µ) = !1
2 log(2!"2

µ) ! (A!!µ)2

2"2
µ

We estimate #µ and "µ from data by computing the mean and variance of the amplitudes of

each of the exemplars contributing to cluster µ.

Let’s use a uniform prior20 for P time and see how the 1-spike log-probability function depends

on amplitude, for fixed time shift t1 and cell type µ. Let $V (t) be the observed waveform and
$Fµ(t) a template.21 Recall that the boldface vectors above combine channel and time indices.

Thus

[%V]#t = V#(t) ! AFµ#(t ! t1)

Eqn. 2 now becomes22

logP1(µ,A, t1) = log Kµ ! (A!!µ)2

2"2
µ

! 1
2(%V)tC!1(%V) (7)

Here Kµ = P cell(µ)P time(t1)
!

2!"2
µ

"

!1/2
. (We dropped some factors independent of µ.)

This quantity is maximal at A", where

0 = !A"!!µ

"2
µ

+
#

#,t,$,t#

Fµ#(t ! t1)C
!1
#,t;$,t#(V$(t#) ! A"Fµ$(t# ! t1)) (8)

This equation is linear in A and hence trivial to solve. Define the adjoint

Gµ$(&) =
#

#,t̂

Fµ#(t̂ )S#,$(& ! t̂ )

Then let

"Fµ"
2 =

#

$,t##

Gµ$(t##)Fµ$(t##)

19 cmultifit.m checks post hoc if this is true, and updates the means and variances based on the fit it found. I’ll
also assume that these are all independent Gaussians for each µ; this too could be checked by cmultifit.m,
but hasn’t been yet. Gaussianity is thought by some to be a bad approximation [Shoham03], but on closer
inspection I see they’re just referring to amplitude changes during a burst [Fee et al].

20 It would not be hard to replace this by a no-refractory-violations prior, if we upgrade the analysis of collisions
to a Lewicki94 approach: Just before the final choice between competing spike train interpretations, clobber
the ones with violations.

21 Units: !F and !V have units µV. A is dimensionless.
22 Paninski’s lecture notes 2007, eqn. 3, is essentially the same but is used in a very di!erent framework.

which is a Gaussian in A. So it’s easy to marginalize over A: just complete the square!   
[Here                                                              doesn’t depend on A.]
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Let’s use a uniform prior20 for P time and see how the 1-spike log-probability function depends

on amplitude, for fixed time shift t1 and cell type µ. Let $V (t) be the observed waveform and
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22 Paninski’s lecture notes 2007, eqn. 3, is essentially the same but is used in a very di!erent framework.
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P (spikes | data) = Kµ exp
�
− (A− γµ)2

2σ2
µ

− 1
2
(δV)tC−1(δV)

�
noise covariance

JS Prentice,  J Homann, KD Simmons, G Tkacik, V Balasubramanian, PCN,  PLoS ONE 6(7): e19884 (2011).

amplitude priorthe rest of the prior
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Successfully fit overlaps

Sum of those fits (color) versus 
actual data (black).

Closeup of four channels, showing four fit 
templates found by the algorithm.
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Successfully fit bursts

Even though 
succesive 
spikes in a 
burst have 
different 
amplitudes, the 
algorithm fit 
them.
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Get data Cluster Fit Interpret
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Each cell has a receptive field...

200 µm

... and they tile the whole visual field. MEA recording is high throughput: We got 
dozens of cells all at once. Here are cells from just one functional group, “on cells.” Each 
putative receptive field is a single connected region of image space, and they really do tile 
the region we studied.

KD Simmons, JS Prentice,  G Tkacik, J Homann, PCN, V Balasubramanian,  submitted.

Region of retina 
responded to by 
ganglion cell #1, etc.

46



Spacetime character of fields

stimulus grid y

Once you’ve got the spike trains, you can find receptive fields etc. Here’s a 
typical spike-triggered average. 

Interesting--guinea pig retina has a lot of these highly anisotropic receptive 
fields. The “surround” doesn’t surround the “center”! Moreover, many of the 
receptive fields are time-dependent (motion-sensitive).
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Takehome Part III

Optics Retina Brain Behavior

Visual 
scene in

Retinal 
ganglion cell 
spike trains

Retinal 
illumination 
pattern

Get data Cluster Fit Interpret

I described how we identify the individual ganglion cell signals from a hash of noise and 
overlapping real signals:
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Medical
tests

Changepoint
Analysis

Multi-
Electrode

ArrayPoisson processes
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Theory can cut across apparently different kinds of experiment, offering useful methods to 
one domain from another without having to reinvent everything. Physicists are pretty 
good at this--especially as a part of a team involving life scientists. You do have to meet 
them halfway, but it’s worth it.

Full circle
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Wait, there’s more

Changepoint
Analysis

Multi-
Electrode

Array
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There is something weirdly -- unreasonably -- effective about approaching biological systems 
with a physical model. I don’t understand why. I don’t need to understand why.

A physical model -- photon 
theory -- helped us to extract 
what was going on.

A physical model -- 
localized spreading of 
potential changes in 
solution -- helped us to 
extract what was going on.

Poisson processes

  Bayes 
formula
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D. S. Sivia and J. Skilling
Data analysis: A Bayesian tutorial
Oxford Univ. Press 2006

(Things I wish I’d read earlier)

H. J. C. Berendsen
A student's guide to data and error analysis 
Cambridge Univ. Press 2011

[P. Nelson
Physical models of living systems
WH Freeman and Co TBA]

M. Denny and S. Gaines
Chance in biology
Princeton Univ. Press 2000
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Image by Andy J Fischer. 50 µm

direction
of light

Evolution–the
first single-molecule
biophysicist

Phil Nelson
University of Pennsylvania
For these slides see: 
www.physics.upenn.edu/~pcn
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But when I blow them up you see that 
actually the left panel consists of vivid 
green and red!

These two panels may look similar in color, 
particularly if you’re sitting in back (or remove 
your glasses).

How could anything like that possibly happen at all?
I.e., How could your eyes be so bad that they can't even tell spectral yellow from red+green?

2



Sunshine

Compact fluorescent 
light bulb

How can two such different kinds of light both look the same?
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Just two topics

• What is color and how do we see it?

• [Can we make a gadget that discriminates colors better than humans, and 
would that be useful?]

• What sets the ultimate limit on our visual sensitivity, and how close 
are we to that limit?

• [And how do our eyes manage that?]
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Light spectrum, or color content curve
Sunlight Colored light
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 1. Light comes in different flavors (let’s call them “spectral positions”).

 2. Even when mixed, those flavors retain their distinct character and can be re-separated.

 3. “Color” involves the relative amounts of these flavors.

 4. Our eyes contain a mosaic of “pixels” (“photoreceptor cells”).

 5. All the brain can know about color is what it hears these cells saying.

Thomas Young, 1802

An astonishingly modern chain of hypotheses:

And the key point: 

6. Each photoreceptor cell is only sensitive to 
a particular range of color: The cells are 
“tuned.”

Rod cells and cone cells in the retina of the tiger salamander. 
Image by Scott Mittman and Maria T. Maglio
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6. Each photoreceptor has a distinct sensitivity range.

7. They come in just 3 classes. Each cell has exactly the same sensitivity range as all 
the others in its class.

 1. Light comes in different flavors (“spectral positions”).
 2. Even when mixed, those flavors retain their distinct character and can be re-separated.
 3. “Color” involves the relative amounts of these flavors.
 4. Our eyes contain a mosaic of “pixels” (“photoreceptor cells”).
 5. All the brain can know about color is what it hears these cells saying.

Thomas Young (continued)
Continuing Young’s chain of reasoning,
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Resolution of the R+G=Y paradox
This list of the sensitivities of a photoreceptor cell to light of various spectral positions can 
also be drawn as a graph. Unlike the light spectrum, which tells “how much is present,” this 
sensitivity curve expresses “how much is needed” to get a response to each kind of light.
Forget about blue and consider only red- and green-sensitive cells:

If the sensitivity curves 
overlap, then sending in 
pure spectral yellow will 
excite both the green-
sensitive and the red-
sensitive cells equally. 

But the same result can 
be achieved by sending 
in equal amounts of pure 
green and pure red light!

The brain can’t tell the difference because all it knows is what the receptor cells tell it.
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Quantitative, detailed, testable prediction is crucial. Long before the 
underlying machinery was understood, people like Maxwell and Helmholtz 
were already testing Young’s hypothesis:

A quantitative test

Result: three “color matching curves”:

target light

three standard lights

2 deg
I(3)

I(2)

I(1)

I!

relative intensity !(!) (645 nm!(1)

standard light) experiment

prediction

350 400 450 500 550 600 650 700 750

0

1

2

3

target wavelength " [nm]

!(2)

!(3)

!
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Left: The sensitivity curves of color photoreceptors indeed 
fall into three well-separated classes. Notice the big 
overlap between the “red” and “green” curves. 

Data from Julie Schnapf and Denis Baylor 1987.

Right: Once those curves are known, the color-matching 
functions can be predicted, and they agree with 
psychophysical measurements.

How the theory makes testable predictions
Once we measure the sensitivity curves, we can predict the response of each 
photoreceptor to any possible light spectrum. Then we can find out how much of each 
of the three standard lights is needed to mimic the response elicited by the target light, 
by solving three linear equations.

relative intensity !(!)

!(1)

experiment

prediction

350 400 450 500 550 600 650 700 750
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!

400 450 500 550 600 650 700

0
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0.4
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1

wavelength !  [nm]

relative spectral sensitivity

M cones

L cones

S cones

P. Nelson, Physical models of living systems, WH Freeman and Co TBA
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You can fool the eye into thinking that a wide range of colors is present by using just three 
pixel types…

Mixing 3 colors is enough to match (almost) any 
color. That’s good for making inexpensive 
computer displays.

But turning it around: Our eyes discard a lot of 
information about the spectrum of light entering 
any given visual field! Can an artificial visual 
system discriminate better than that?

First tech payoff
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OK, those were 19C experiments, confirmed in 1980s. Is that all?

Subhuman color visionHuman Superhuman color vision Superchicken?

Superhuman color vision
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4/35

Karyotyping
Yuval Garini, Physics 

Department  & Bar-Ilan Institute 
of Nanotechnology, Israel

E Schröck, S du Manoir, T Veldman, B Schoell, J Wienberg, M A Ferguson-Smith, Y Ning, D H Ledbetter, I Bar-Am, D Soenksen, Y Garini, T Ried.  
Science 1996.

One-color (DAPI) staining can reveal, some, 
not all, chromosome abnormalities.

Multi-color (FISH) staining is hard to 
interpret when you go beyond two colors.
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2/35

Spectral karyotyping, 1

Could we automatically sample each 
pixel with many sensitivity curves?

That would give us a detailed spectrum -- not 
just 3 numbers -- at every point in the image!

The Sagnac Interferometer is a gadget that 
mechanically scans through the full spectrum 
of every pixel in the image.
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3/35

4

7
13

Spectral 
karyotyping, 2

1. Fluorescent dyes can be combined to give 
a lot of distinct spectra.
2. A lot of markers can be made that all bind 
to chromosome #1, and that all have the 
same combination of dyes.
3. Repeat with all the other chromosomes to 
visualize them all simultaneously.

Our unaided eyes are not so good at discriminating 
the resulting colors:

But we can compare the spectra to the known curves, make our 
assignments, and replace them by human-friendly false colors:
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E Schröck, S du Manoir, T Veldman, B Schoell, J Wienberg, M A Ferguson-Smith, 
Y Ning, D H Ledbetter, I Bar-Am, D Soenksen, Y Garini, T Ried. Science 1996.

Spectral 
karyotyping, 3
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Santiago Ramon y Cajal, 1909.

Superhuman vision, 2
If you look at a slice of brain in a 
microscope, all you see is a dense tangle.

Neuroanatomy dates from Golgi’s 
invention of a way to see a complete, 
single neuron amid the welter of its 
neighbors, and Cajal’s breathtaking 
drawings of what it revealed.

Unfortunately, these images tell us 
nothing about the connections between all 
those neurons.

Also -- the method also kills the tissue.
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Jean Livet, Tamily A. Weissman1, Hyuno Kang, Ryan W. Draft, Ju Lu, Robyn A. Bennis, Joshua R. Sanes & Jeff W. Lichtman. Nature 2007.

a, Cerebellar flocculus from line H. Inset shows coronal location. b, Three-dimensional digital reconstruction of region boxed 
in a (341 axons and 93 granule cells; 160 um2365 um). (See also Supplementary Movie 1.) Scale bars: a, 50 um; b, 15um

Superhuman vision 2: “Brainbow” imaging
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Part II: Quanta

OK, great! Fun demo, fun story, good applications -- let’s quit.

No, wait. A few small matters remain, like:

What sets the response curve of each cone cell? (Rod cells also have a sensitivity 
curve.)

What actually happens when we transduce light into a neural signal?

19



Either way, an eye looks like a planar array of pixels--
superficially like a modern camera. About a hundred 
million photoreceptor cells in the human eye:

Image by R. H. Masland.Image by Scott Mittman and Maria T. Maglio
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When we get down to very few lumps, we see that individual arrivals are random in 
space as well as time:

Experimental data by Albert Rose.P. Nelson, Physical models of living systems, WH Freeman and Co TBA
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Light comes in lumps (“photons”).

Each lump has one distinguishing quality: its spectral position.

These lumps arrive at random, no matter how hard we try to make a steady light. Their 
average rate (probability per second to arrive) corresponds to what we think of as 
“brightness.”

The light spectrum/color content is the list of these average arrival rates, for each type 
lump. 

Some single molecule in the photoreceptor cell can flip like a toggle when a photon 
comes by, absorbing it. Or, the photon can pass right by with no effect. The choice is 
random–a Bernoulli trial.

The probability to be absorbed depends on the type of molecule and the spectral 
position of the photon. That’s the meaning of the sensitivity curve (tuning 
spectrum). It’s a property of that single molecule, like a fluorescence excitation 
spectrum.

The three kinds of photoreceptors are each packed with just one of three kinds of 
sensitive molecule.

Some cellular apparatus counts how many molecules flipped, and reports that to the 
brain. Each receptor type gets reported separately.

Vision Hypothesis

Sounds good, but what experiments could confirm (or demolish) such a story?

22



The evolutionary payoff for good night vision is huge. Nature will certainly have 
tried very hard to get all the way to the absolute limit of sensitivity... which is one 
isomerized molecule, coming from one absorbed photon. (There’s nothing between 
0 and 1!)
This Astonishing Hypothesis was formulated by Lorentz very soon after Einstein’s 
light-quantum paper.
“But surely this photon stuff has got nothing to do with our eyes: Each photon 
carries an inconceivably small energy.” 
Maybe, like Calvin, we are taking a fundamental idea and naively shoehorning it 
onto an application for which it’s irrelevant!

A crazy thought

Actually, Calvin does have a 
key idea! Let’s follow his lead.
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An individual rod or cone cell’s 
response can be measured by gently 
sucking its outer segment into a 
pipette electrode and stimulating it 
with a flash of light (green). 

cell’s synaptic terminal [see Fig. 3(a)], a part of the cell

specialized for communicating the rod signals to other

cells in the retina. Light incident on the outer segment

activates the photopigment rhodopsin, leading to closure

of some of the channels in the outer segment and a de-

crease in the circulating current [Fig. 3(c)]. The reduc-

tion in current causes a change in the voltage across the

rod’s surface membrane. This voltage change quickly

spreads to the synaptic terminal, where it alters the rate

of release of chemical transmitter, thus informing other

neurons in the retina about the amount of light falling

on the outer segment.

The light-sensitive current can be recorded by draw-

ing the outer segment into a tight-fitting glass electrode

filled with the same solution bathing the outside of the

cell [Fig. 4(a)]. The rod continues to operate as before,

but the electrode collects the current flowing into the

outer segment and allows light-evoked changes in the

current to be monitored. Figure 4(b) shows the path of

the electrical current for this recording configuration.

Figure 4(c) shows superimposed responses to a series of

brief light flashes recorded from a toad rod; each trace is

the average of 4–5 individual responses. Prior to the

flash there was an inward current of about 18 pA which

decreased transiently in response to the flash. The small-

est response was evoked by a flash producing an average

of about one absorbed photon per trial and each succes-

sive flash was four times brighter. The brightest flashes

closed all the channels in the outer segment membrane

and completely shut off the current for several seconds.

Dim flashes produced responses that rose slowly and

lasted about 5 seconds. The sluggishness is due in part to

the low temperature at which amphibian rods operate

(20 °C in this experiment), but even in mammalian rods

at 37 °C the dim flash response lasts 300 msec. The re-

sponses shorten considerably in the presence of steady

background light, and cone photoreceptors generate

much briefer light responses than rods. Because the ki-

netics of the photoreceptor responses limit the temporal

sensitivity of the visual system, changes in the response

kinetics can be demonstrated by observing the temporal

frequency at which a sinusoidally modulated light ap-

pears constant rather than time varying. This ‘‘flicker-

fusion’’ frequency is 3 Hz for dark-adapted human rod

vision, but increases to 10 Hz for rod vision in the pres-

ence of steady light and rises to 50–60 Hz for cone vision

in bright background light (Hecht and Verrijp, 1933).

The largest responses in Fig. 4(c) are like those our

rods would generate in response to an intense camera

flash in the middle of the night. Most of rod vision in-

volves responses to much dimmer lights, such as those

producing the very smallest responses in Fig. 4(c). The

individual responses to these dim flashes are quantized,

corresponding to the effective absorption of 0, 1, or 2

photons [Fig. 4(d)]. Indeed the number of responses in

each group can be explained by the Poisson statistics of

photon absorption (see Sec. VI). The responses to these

very dim flashes exhibit two properties that are critical

for reliable photon counting [Fig. 4(d)]: (1) the baseline

is relatively stable so that the light responses can be

clearly resolved (see Sec. V); and (2) the individual

single-photon responses have reproducible amplitudes

and shapes, allowing 1 absorbed photon to be clearly

distinguished from 0 and 2 (see Sec. VI).

Good photon detection also requires that the rods

harvest incident photons avidly and convert them into

electrical signals with high efficiency. A blue-green pho-

ton traveling along the long axis of a 20 �m long human

rod outer segment has a 50% chance of being absorbed.

This high probability results from the very high density

of rhodopsin molecules in the outer segment as well as

the fact that the rhodopsin molecule itself absorbs very

strongly. Furthermore, photon absorption activates the

rhodopsin molecule (see below) and triggers an electri-

cal response with a probability of 2/3.

FIG. 4. Suction electrode recording of light-sensitive current.

(a) Isolated toad rod, which has been drawn by suction into a

tight-fitting glass electrode. The electrode collects the current

entering the outer segment and allows changes in this current

to be measured. The cell is viewed under infrared light (�850

nm) and stimulated with 500-nm light. (b) Current path in suc-

tion electrode recording. As is the case without the suction

electrode, current carried by the movement of ions in solution

flows into the outer segment and out of the inner segment. The

suction electrode, however, provides a resistive barrier which

prevents the current loop from being completed in the solution

just outside the cell; instead current flows through an electrode

placed in the bath, through a current-measuring amplifier, and

into the suction electrode through another electrode. Thus

changes in the outer-segment current can be directly mea-

sured. (c) Family of current changes to a brief flash recorded as

in (a); the flash was given at t�0, as indicated by the timing

bar. Averaged responses (4–5 trials) have been superimposed.

The smallest response is to a flash producing an average of

about one photon absorption; each successive flash is four

times brighter. The flat tops of the responses to the brightest

flashes are caused by closure of all the channels in the outer-

segment membrane. (d) Current responses to repeated presen-

tations of a dim, fixed flash given at the times indicated. The

individual responses to this dim flash are quantized, corre-

sponding to the effective absorption of 0, 1, or 2 photons.
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Flashes of light give rise to discrete current blips. Most observed blips fall into clearly separated 
categories: Here we see some 1-pA blips, and one with amplitude twice as great.
Note that some photons are missed (pass through the rod cell without eliciting any response). Still, in 
the eye a pretty large fraction are productively absorbed.
Also, there are occasional blips with no photon–false positive detections. But only one every few 
seconds.
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tion in current causes a change in the voltage across the

rod’s surface membrane. This voltage change quickly

spreads to the synaptic terminal, where it alters the rate
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The light-sensitive current can be recorded by draw-

ing the outer segment into a tight-fitting glass electrode

filled with the same solution bathing the outside of the

cell [Fig. 4(a)]. The rod continues to operate as before,

but the electrode collects the current flowing into the

outer segment and allows light-evoked changes in the

current to be monitored. Figure 4(b) shows the path of

the electrical current for this recording configuration.

Figure 4(c) shows superimposed responses to a series of

brief light flashes recorded from a toad rod; each trace is

the average of 4–5 individual responses. Prior to the

flash there was an inward current of about 18 pA which

decreased transiently in response to the flash. The small-

est response was evoked by a flash producing an average

of about one absorbed photon per trial and each succes-

sive flash was four times brighter. The brightest flashes

closed all the channels in the outer segment membrane

and completely shut off the current for several seconds.

Dim flashes produced responses that rose slowly and

lasted about 5 seconds. The sluggishness is due in part to

the low temperature at which amphibian rods operate

(20 °C in this experiment), but even in mammalian rods

at 37 °C the dim flash response lasts 300 msec. The re-

sponses shorten considerably in the presence of steady

background light, and cone photoreceptors generate

much briefer light responses than rods. Because the ki-

netics of the photoreceptor responses limit the temporal

sensitivity of the visual system, changes in the response

kinetics can be demonstrated by observing the temporal

frequency at which a sinusoidally modulated light ap-

pears constant rather than time varying. This ‘‘flicker-

fusion’’ frequency is 3 Hz for dark-adapted human rod

vision, but increases to 10 Hz for rod vision in the pres-

ence of steady light and rises to 50–60 Hz for cone vision

in bright background light (Hecht and Verrijp, 1933).

The largest responses in Fig. 4(c) are like those our

rods would generate in response to an intense camera

flash in the middle of the night. Most of rod vision in-

volves responses to much dimmer lights, such as those

producing the very smallest responses in Fig. 4(c). The

individual responses to these dim flashes are quantized,

corresponding to the effective absorption of 0, 1, or 2

photons [Fig. 4(d)]. Indeed the number of responses in

each group can be explained by the Poisson statistics of

photon absorption (see Sec. VI). The responses to these

very dim flashes exhibit two properties that are critical

for reliable photon counting [Fig. 4(d)]: (1) the baseline

is relatively stable so that the light responses can be

clearly resolved (see Sec. V); and (2) the individual

single-photon responses have reproducible amplitudes

and shapes, allowing 1 absorbed photon to be clearly

distinguished from 0 and 2 (see Sec. VI).

Good photon detection also requires that the rods

harvest incident photons avidly and convert them into

electrical signals with high efficiency. A blue-green pho-

ton traveling along the long axis of a 20 �m long human

rod outer segment has a 50% chance of being absorbed.

This high probability results from the very high density

of rhodopsin molecules in the outer segment as well as

the fact that the rhodopsin molecule itself absorbs very

strongly. Furthermore, photon absorption activates the

rhodopsin molecule (see below) and triggers an electri-

cal response with a probability of 2/3.

FIG. 4. Suction electrode recording of light-sensitive current.

(a) Isolated toad rod, which has been drawn by suction into a

tight-fitting glass electrode. The electrode collects the current

entering the outer segment and allows changes in this current

to be measured. The cell is viewed under infrared light (�850

nm) and stimulated with 500-nm light. (b) Current path in suc-

tion electrode recording. As is the case without the suction

electrode, current carried by the movement of ions in solution

flows into the outer segment and out of the inner segment. The

suction electrode, however, provides a resistive barrier which

prevents the current loop from being completed in the solution

just outside the cell; instead current flows through an electrode

placed in the bath, through a current-measuring amplifier, and

into the suction electrode through another electrode. Thus

changes in the outer-segment current can be directly mea-

sured. (c) Family of current changes to a brief flash recorded as

in (a); the flash was given at t�0, as indicated by the timing

bar. Averaged responses (4–5 trials) have been superimposed.

The smallest response is to a flash producing an average of

about one photon absorption; each successive flash is four

times brighter. The flat tops of the responses to the brightest

flashes are caused by closure of all the channels in the outer-

segment membrane. (d) Current responses to repeated presen-

tations of a dim, fixed flash given at the times indicated. The

individual responses to this dim flash are quantized, corre-

sponding to the effective absorption of 0, 1, or 2 photons.
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the middle panel, corresponding to the fourfold
difference in flash strengths used to collect two sets
of responses. The scaling of the number of responses
in the peaks centered at 0, 2, and 4 pA (corresponding
to 0, 1, and 2 elementary responses) with flash
strength is consistent with expectations from
Poisson statistics and inconsistent with models in
which the elementary response depends on more
than one absorbed photon.

The second argument linking the rod’s elemen-
tary response with activation of a single rhodopsin
molecule comes from the agreement of different
measures of a cell’s ability to absorb incident photons.
First, direct optical measures of the fraction of inci-
dent photons absorbed by the rod have been
compared with measures of the number of elemen-
tary electrical events elicited by calibrated flashes
(Baylor, D. A. et al., 1979). These experiments indi-
cate that 60–70% of the absorbed photons produce
electrical responses, in good agreement with

expectations from the quantum efficiency of rhodop-
sin activation. Second, the fraction of absorbed
photons measured from the correspondence between
calibrated photon flux (in photons per square micro-
meter) and elementary response probability agrees
well with estimates from the rhodopsin density and
the molecular absorption coefficient. Taken together,
these arguments leave little doubt that the rod’s ele-
mentary response corresponds to activation of a
single molecule by absorption of a single photon.

Activation of a single rhodopsin molecule produces
a macroscopic electrical response in the rod – on aver-
age a 1–2 pA reduction in current lasting for
200–300ms in a primate rod (Baylor, D. A. et al.,
1984). This change in current produces a 1–2mV
hyperpolarization (Schneeweis, D. M. and Schnapf, J.
L., 1995) and a decrease in transmitter release from the
synaptic terminal. The amplification required to gen-
erate the single-photon response is nicely explained
by the sequence of amplifying enzymatic reactions
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Figure 4 Rods respond to single photons. (a) Changes in the outer segment membrane current of a primate rod in response
to a repeated fixed-strength flash. Currents were measured with a suction electrode. Flash timing is shown below the current
record. This flash produced, on average, 0.5Rh!. (b) Fits to amplitude histograms. Left panel shows the probability of 0, 1, and
2 absorbed photons calculated from a Poisson distribution with a mean of 0.5 absorbed photons per trial. The middle and
right panels plot measured amplitude distributions for two different flash strengths that differ by a factor of 4. Peaks near 0
correspond to trials in which the cell failed to respond and the peak near 2 pA corresponds to the elementary responses. The
smooth curves fit to the measured distributions are calculated assuming that the number of events per trial follows a Poisson
distribution and that the noise in darkness and in the elementary response are independent and additive. The fits were
constrained such that the means of the underlying Poisson distributions differed by a factor of 4, corresponding to the
difference in flash strengths. Data from Greg Field.

398 Seeing in the Dark: Retinal Processing and Absolute Visual Threshold

 vol. 1, pp. 393-412The Senses: A Comprehensive Reference,

From F. Rieke, in The Senses: A Comprehensive Reference; experimental data from G. Field.

It’s tempting to imagine that each blip is the response to a single photon 
absorption. But we cannot relax till we’ve checked the detailed prediction of 
the theory: Identical flashes of light should make a distribution of blip types 
that agrees with the Vision Hypothesis. 
We also get a hard prediction for how that distribution should change when 
we supply a stronger flash.

If those predictions pan 
out, then we’ll have strong 
evidence not only that the 
Light Hypothesis is right, 
but also that all this 
matters for our vision.

Test a quantitative prediction

OK: looks promising. Baylor 
et al even confirmed that the 
average number of 
absorptions varies linearly 
with the flash strength.
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“Ok, ok–somehow Nature invented single-molecule nanotech before we did. How 
does it work?

How does a photon absorption (picosecond) turn into a nerve impulse 
(microsecond)?

Most photons will cruise right past any normal chromophore without interacting 
at all. How can the rod cell’s capture cross-section be so high?

How can the false-positive rate be so low?

How can the noise be so low, with so much amplification?
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OK, there’s one answer–Each rod cell is stuffed 
with 10^8 rhodopsins. That’s what gives it a 
high cross-section. But it only makes the other 
problem more urgent: 
How can the rod cell monitor 10^8 rhodopsins, 
respond when any one of them isomerizes, and 
do so with few false positives?

29



4 nm

opsin

a

b disk membrane

1 nm

retinal

carotene

David Goodsell, 2009.

A chromophore called retinal has a photoinduced conformational change. Retinal sits in 
a pocket of a protein, making a complex called rhodopsin. A change in the embedded 
retinal’s shape gets transmitted allosterically to the surrounding rhodopsin. A high 
energy barrier to isomerization means very few spontaneous (no-photon) conversions.
That’s step 1.

30



rod cell
outer

membrane
rod cell outer
membrane

Rh* T T*

ou
te

r 
se

gm
en

t 
cy

to
p
la

sm

incoming
photon cGMP

cGMP
cGMP

cGMP
cGMP

cGMP

disk membrane

PDE

CNGCs

exchanger

4 Na+

Ca++,
K+

Na+

Ca++

open

closed

step 1 step 3 step 4 step 5step 2

GTP

GMP

GTP
GDP

Rh CYC

From Trevor Lamb and Ed Pugh.

A G-protein cascade
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Later visual processing can actually make 
use of single photon-absorption events

Data from Heidi Hofer.

Zero true absorption events.

Mean number of true absorption events = 1.4... 1.9... 2.4...

We now abruptly move from single cells all the way up to whole organisms (psychophysics).

Each of these stimuli give rise to significantly different behavior. We are all single-
molecule biophysicists (and so are insects, molluscs,...).
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Why I like biophysics
These ideas are complicated, but they go way beyond 
vision. Nature has just recycled a much older mechanism, 
first invented for olfaction (chemoreception)!

Vision is ancient... but smell is even much more ancient.

(And the same mechanism is constantly looking for 
hormone molecules in your blood.) 
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Read More
I realize this was a whirlwind tour. You will enjoy reading…

Light:
RP Feynman, QED: The strange theory of light and matter.

Vision:
David Hubel, Eye, brain, and vision, also available free online:
                           http://hubel.med.harvard.edu/index.html . 
Robert Rodieck, First steps in seeing.
Sean Carroll, Making of the fittest. 
Jeremy Nathans lectures: http://ibioseminars.org/nathans/nathans1a.shtml .

Everything else:
Phillips, Kondev, Theriot, Garcia, Physical biology of the cell.
Bill Bialek, Biophysics: Searching for principles.

These slides are available at www.physics.upenn.edu/~pcn
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